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ABSTRACT

The rapid expansion of fintech has intensified the need for
accurate and transparent models for loan default prediction,
which is critical for effective credit risk management. This study
proposes an explainable machine learning framework that
combines ensemble learning models with explainable artificial
intelligence (XAI) techniques to enhance both predictive
performance and interpretability. Using the LendingClub
dataset, two ensemble models Random Forest and Extreme
Gradient Boosting (XGBoost) were developed and evaluated.
Model performance was assessed using multiple metrics,
including accuracy, precision, recall, F1-score, and ROC-AUC,
with particular emphasis on detecting the minority class (loan
defaults). The results indicate that both models achieved
relatively high overall accuracy of approximately 79%.
However, they performed poorly in identifying default cases, as
reflected by low recall and Fl-scores, highlighting the
limitations of accuracy in imbalanced datasets. XGBoost
slightly outperformed Random Forest and was selected as the
final model, although the performance difference was minimal.
To address the interpretability challenge of complex models,
SHapley Additive exPlanations (SHAP) was applied to provide
both global and local insights into model predictions. The
analysis revealed that interest rate and loan amount are the most
influential predictors of default, while higher income and credit
scores reduce default risk. These findings align with established
financial risk principles and enhance transparency in decision-
making. The study demonstrates that integrating ensemble
learning with explainable Al is promising, but improving
minority class detection remains essential for real-world fintech
applications.
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1. INTRODUCTION

The transformation of the global financial ecosystem through
digital innovation has significantly reshaped the mechanisms of
credit risk assessment. The emergence of financial technology
(fintech) platforms has introduced highly scalable, data-driven
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lending systems that operate in real time, leveraging vast and
heterogeneous datasets [1]. In this evolving landscape, the
accurate prediction of loan default has become a central
challenge, directly influencing institutional stability, portfolio
optimization, and regulatory compliance. As lending decisions
increasingly rely on automated systems, the need for robust,
reliable, and interpretable predictive models has grown
substantially [2]. Traditional approaches to credit risk modeling,
such as logistic regression and linear discriminant analysis, have
long been favored due to their simplicity, statistical rigor, and
interpretability. These models provide probabilistic outputs that
are easily understood by financial practitioners and regulators
[3]. However, their reliance on linear assumptions and limited
capacity to capture complex feature interactions significantly
constrains their effectiveness in modern fintech environments.
Contemporary financial datasets are characterized by high
dimensionality, nonlinear dependencies, and intricate
relationships among borrower behavior, macroeconomic
variables, and transactional patterns. Consequently, traditional
models often fail to fully exploit the informational richness
embedded within such data [4].

To address these limitations, machine learning methodologies
have gained widespread adoption in credit risk assessment.
Algorithms such as decision trees, support vector machines, and
k-nearest neighbors have demonstrated improved predictive
capabilities by modeling nonlinear relationships and
accommodating diverse data structures [5]. More recently,
ensemble learning techniques particularly Random Forest and
Gradient Boosting frameworks have emerged as state-of-the-art
approaches for classification tasks. These models enhance
predictive performance by aggregating multiple learners,
thereby reducing variance, mitigating overfitting, and improving
generalization across unseen data. In the context of loan default
prediction, ensemble models have consistently outperformed
traditional statistical methods, especially when applied to large-
scale fintech datasets [6]. Despite these advancements, a
fundamental challenge persists: the trade-off between predictive
accuracy and interpretability. Ensemble models, while powerful,
are often regarded as opaque “black-box™ systems, providing
limited insight into the underlying decision-making process.
This lack of transparency poses significant concerns in financial
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domains, where accountability, fairness, and regulatory
compliance are paramount [7]. Financial institutions must be
able to justify automated decisions, particularly in high-stakes
scenarios such as loan approvals or rejections. Moreover,
regulatory frameworks increasingly mandate explainability to
ensure that algorithmic decisions are free from bias and aligned
with ethical standards.

In response to these challenges, the field of Explainable
Artificial Intelligence (XAI) has emerged as a critical research
frontier [8]. XAI seeks to bridge the gap between model
complexity and interpretability by providing tools that elucidate
how models arrive at their predictions. Among the most
prominent techniques are SHapley Additive exPlanations
(SHAP) and Local Interpretable Model-Agnostic Explanations
(LIME). SHAP, grounded in cooperative game theory, offers a
theoretically sound approach for attributing feature importance
by quantifying each variable’s contribution to model output [9].
It enables both global interpretability identifying key predictors
across the dataset and local interpretability explaining individual
predictions. LIME complements this by approximating complex
models locally using interpretable surrogate models. Together,
these methods provide a comprehensive framework for
understanding and validating machine learning models in high-
stakes applications [10].

Notwithstanding the growing body of research in this domain,
significant gaps remain. Many existing studies prioritize
predictive performance while neglecting interpretability,
thereby limiting practical deployment in regulated financial
environments [11]. Conversely, approaches that emphasize
interpretability often rely on simpler models that sacrifice
predictive accuracy [12]. Furthermore, there is a lack of
integrated frameworks that systematically combine high-
performing ensemble models with advanced XAl techniques
while addressing real-world challenges such as class imbalance
and feature redundancy [13]. This study seeks to address these
limitations by proposing an integrated, explainable machine
learning framework for loan default prediction in fintech. The
framework leverages ensemble learning models specifically
Random Forest and Extreme Gradient Boosting (XGBoost) to
capture complex nonlinear relationships in financial data.
Simultaneously, it incorporates SHAP-based explainability to
provide transparent and interpretable insights into model
behavior. The use of a real-world LendingClub dataset ensures
practical relevance, while a comprehensive evaluation
framework assesses model performance across multiple metrics,
with particular emphasis on the accurate detection of default
cases.

This research develops an explainable predictive framework for
loan default classification using ensemble machine learning
techniques. It involves data preprocessing, exploratory data
analysis, and model training using Random Forest and
XGBoost. The models are evaluated using performance metrics
such as accuracy, precision, recall, F1-score, and ROC-AUC,
with a focus on handling class imbalance. XGBoost is selected
as the best-performing model. To enhance interpretability,
SHAP is applied to identify key features influencing predictions.
The study demonstrates that while ensemble models achieve
high overall accuracy, their effectiveness in detecting default
cases is limited, and integrating explainable Al significantly
improves transparency and supports informed decision-making
in fintech systems.

2. RELATED WORK

The domain of loan default prediction and credit risk assessment
has undergone substantial methodological evolution,
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transitioning from classical statistical paradigms to advanced
machine learning and, more recently, explainable artificial
intelligence frameworks. This progression reflects the
increasing complexity of financial data and the growing demand
for both predictive accuracy and model transparency. The
existing literature can be broadly categorized into three
interconnected streams: traditional statistical models, machine
learning and ensemble approaches, and explainable Al
techniques in financial systems [14]. Early research in credit risk
modeling was predominantly grounded in statistical methods,
with logistic regression emerging as the most widely adopted
technique. Its popularity stems from its probabilistic
interpretation, computational efficiency, and inherent
interpretability, which align well with regulatory requirements
in financial institutions [15]. Variants such as probit models and
linear discriminant analysis were also employed to classify
borrowers based on creditworthiness. However, these models
rely on strong assumptions, including linear relationships
between predictors and the log-odds of default, as well as
independence among explanatory variables. Such assumptions
limit their ability to capture the complex, nonlinear, and high-
dimensional interactions that characterize modern financial
datasets. Although feature engineering and domain-specific
variables have been introduced to enhance their performance,
the fundamental limitations of these models remain evident in
large-scale fintech applications.

The advent of machine learning marked a significant shift in
credit risk modeling, enabling the exploitation of complex
patterns within data. Algorithms such as decision trees, support
vector machines, and k-nearest neighbors have demonstrated
improved classification performance by modeling nonlinear
relationships and accommodating heterogeneous data types.
Decision trees, in particular, gained traction due to their intuitive
structure and interpretability [16]. Nevertheless, their
susceptibility to overfitting and instability has constrained their
standalone effectiveness. To address these limitations, ensemble
learning methods have been introduced, representing a major
advancement in predictive modeling. Techniques such as
Random Forest and Gradient Boosting Machines combine
multiple base learners to enhance predictive accuracy and
robustness. Random Forest employs a bagging strategy,
constructing numerous decision trees on bootstrapped samples
and aggregating their outputs to reduce variance. In contrast,
gradient boosting methods, including Extreme Gradient
Boosting (XGBoost) and LightGBM, adopt a sequential learning
approach that iteratively minimizes prediction errors [17].
Empirical studies consistently demonstrate that these ensemble
models outperform both traditional statistical methods and
single machine learning algorithms, particularly in large-scale
datasets such as LendingClub and Home Credit. Their ability to
capture intricate feature interactions and nonlinear dependencies
makes them highly suitable for credit risk prediction in fintech
contexts. However, this performance gain is accompanied by
increased model complexity, leading to reduced interpretability.

[18] Despite advances in machine learning for credit default
prediction, most lenders still rely on traditional methods due to
concerns about transparency and explainability. To address this,
the study develops tree-based ensemble models, with XGBoost
performing best, and applies SHAP to improve interpretability.
Using Lending Club data, the SHAP analysis explains feature
impacts on predictions, enhancing model transparency and
making it suitable for real-world financial applications. [19]
This study applies explainable machine learning survival
analysis to credit risk assessment using a large Bondora P2P
lending dataset. It compares classical Cox models with an
XGBoost-based Cox model and finds that the machine learning
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approach performs better in risk prediction, return estimation,
and default classification. Using SHAP, the study further
explains model decisions, uncovering both expected and novel
risk factors and interactions. Overall, the approach improves
accuracy, interpretability, and financial decision-making in
credit risk modeling. [20] This study presents an Al-based
framework for credit risk prediction using ensemble machine
learning models on the Lending Club dataset. Gradient Boosting
performs best, achieving over 92% accuracy, while SHAP and
LIME are used to explain model predictions and improve
transparency. Key risk factors include interest rate, installment
amount, and debt-to-income ratio. Overall, the framework
combines high predictive performance with interpretability,
making it useful for trustworthy financial decision-making,
though limitations in dataset scope and fairness analysis are
acknowledged. [21] This study addresses the growing need for
interpretable credit fraud risk models by proposing a machine
learning framework enhanced with SHAP for explainability.
Using Lending Club data, the model is evaluated against SVM,
MLP, XGBoost, and LightGBM, and the results highlight key
feature contributions and interactions affecting credit risk
predictions. The analysis shows that factors such as loan interest
rate and credit policies play major roles in fraud assessment.
Overall, the SHAP-based approach improves model
transparency and supports better-informed financial decision-
making and risk management.

Parallel to these developments, deep learning approaches have
also been explored for credit risk assessment. Neural networks,
including multilayer perceptrons and recurrent architectures,
offer powerful representation learning capabilities, particularly
for high-dimensional and sequential data. Hybrid models that
integrate deep learning with traditional or ensemble techniques
have been proposed to further enhance performance [22]. While
these approaches show promise, their opaque nature exacerbates
the “black-box” problem, making them less suitable for
regulatory-sensitive applications without additional
interpretability mechanisms. The growing reliance on complex
models has intensified the need for transparency, giving rise to
the field of Explainable Artificial Intelligence (XAI). XAl
methods aim to make machine learning models more
interpretable  without significantly compromising their
predictive power [23]. Among the most prominent techniques
are SHapley Additive exPlanations (SHAP) and Local
Interpretable Model-Agnostic Explanations (LIME). SHAP,
based on cooperative game theory, provides a unified
framework for attributing feature importance by computing the
marginal contribution of each feature to model predictions. It
offers both global insights into feature relevance and local
explanations for individual predictions, making it particularly
suitable for high-stakes financial applications [24]. LIME, on the
other hand, approximates complex models locally using simpler,
interpretable  surrogate models, enabling instance-level
explanations. Recent studies have applied SHAP and LIME to
credit risk models to enhance interpretability and uncover key
drivers of default behavior. These approaches have been
instrumental in identifying critical variables such as income
level, credit score, debt-to-income ratio, and loan characteristics.
Additionally, explainability techniques have been used to detect
biases and ensure fairness in automated decision systems,
addressing ethical and regulatory concerns [25].

Despite these advancements, several research gaps persist.
Many studies prioritize predictive accuracy without adequately
addressing interpretability, limiting their practical applicability
in regulated financial environments. Conversely, studies
focusing on interpretability often rely on simpler models that
sacrifice predictive performance [26]. Furthermore, there is a
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lack of integrated frameworks that simultaneously leverage
high-performing ensemble models and advanced XAI
techniques while addressing real-world challenges such as class
imbalance and feature redundancy [27]. Existing research also
tends to emphasize either global or local interpretability, rather
than providing a comprehensive, unified perspective. The
literature reveals a clear progression from traditional statistical
models to advanced machine learning and ensemble techniques,
with recent emphasis on explainable AI. While ensemble models
such as Random Forest and XGBoost achieve superior
predictive performance, they lack transparency. XAI methods
like SHAP and LIME address this limitation by improving
interpretability. However, existing studies often fail to integrate
high predictive accuracy with comprehensive explainability.
This research addresses this gap by combining ensemble
learning with SHAP-based interpretation in a unified framework
for loan default prediction.

3. METHODOLOGY

This study adopts a structured machine learning framework to
develop an explainable system for loan default prediction in
fintech. The methodology consists of data collection,
preprocessing, exploratory data analysis, model development
using ensemble techniques, performance evaluation, and model
interpretability using explainable artificial intelligence methods.

3.1 Data Collection

The dataset used in this study is obtained from the LendingClub
platform, which contains detailed records of peer-to-peer
lending transactions. It includes accepted loan applications with
borrower demographic information, financial attributes, credit
history, and loan-specific features such as loan amount, interest
rate, and repayment status. The target variable is binary,
representing:0: Fully paid loans, and 1: Defaulted or charged-
off loans

3.2 Data Preprocessing
Data preprocessing is performed to ensure data quality and
suitability for modeling. The following steps are applied:

1. Handling Missing Values: Features with a high
proportion of missing values are removed, while
remaining missing values are imputed using statistical
methods such as mean or median.

2. Encoding Categorical Variables: Categorical
features are transformed into numerical format using
techniques such as one-hot encoding or label
encoding.

3. Feature Scaling: Numerical features are normalized
or standardized to improve model convergence and
performance.

4. Handling Class Imbalance: Since default cases are
typically fewer than non-default cases, imbalance
handling techniques such as class weighting are
applied to improve model sensitivity to the minority
class.

5. Feature Selection: Highly correlated and redundant
features are identified through correlation analysis and
removed to reduce multicollinearity.

3.3 Exploratory Data Analysis (EDA)

Exploratory data analysis is conducted to understand the
structure and relationships within the dataset:

1. Correlation Analysis: A correlation heatmap is used
to identify relationships among numerical features and
detect redundancy.

2. Feature Distribution Analysis: The distribution of
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key variables such as loan amount and interest rate are
examined to understand borrowing patterns.

3. Class-wise Comparison: Feature distributions are
analyzed across the target classes to identify variables
that significantly influence loan default.

3.4 Model Development

This study employs ensemble learning techniques for loan
default prediction. The models implemented include:

1. Random Forest: A bagging-based ensemble method
that constructs multiple decision trees using
bootstrapped samples and aggregates their predictions
to improve generalization and reduce variance.

2. Extreme Gradient Boosting (XGBoost): A
boosting-based ensemble algorithm that builds models
sequentially by minimizing prediction errors and
optimizing performance through gradient descent.

The dataset is split into training and testing sets (e.g., 80:20
ratio). Both models are trained on the training set and evaluated
on the test set.

3.5 Model Selection

After evaluating both models, XGBoost is selected as the final
(best_model) due to its slightly superior performance in terms
of accuracy and overall classification effectiveness compared to
Random Forest.

3.6 Model Evaluation

Model performance is assessed using multiple evaluation
metrics to ensure comprehensive analysis:

1. Accuracy: Measures overall prediction correctness.

2. Precision, Recall, and F1-score: Evaluate class-wise
performance, with emphasis on the minority (default)
class.

3. Confusion Matrix: Provides detailed insight into
classification outcomes.

4. Receiver Operating Characteristic (ROC) Curve
and AUC: Measure the model’s ability to distinguish
between classes.

Special emphasis is placed on recall and F1-score for the default
class, as correctly identifying high-risk borrowers is critical in
financial applications.

3.7 Explainable AI Integration

To enhance model transparency and interpretability, SHAP
(Shapley Additive Explanations) is applied to the selected
XGBoost model.
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SHAP provides:

1. Global Interpretability: Identifies the most
important features influencing model predictions
across the dataset.

2. Local Interpretability: Explains individual
predictions by quantifying the contribution of each
feature.

This enables a clear understanding of how variables such as
interest rate, loan amount, income level, and credit score
influence loan default predictions, thereby supporting informed
decision-making and regulatory compliance.

Data Collection
(LendingClub Dataset)

Data Preprocessing
& Feature Engineering

Model Training
{(Random Forest & XGBoost)

Model Evaluation
& Comparison

Select Best Model
{(XGBoost)

Figure 1: Proposed Machine Learning Framework for
Credit Default Prediction

Figure 1 illustrates the overall workflow of the proposed
machine learning framework for credit default prediction. The
process begins with data collection from the LendingClub
dataset, followed by data preprocessing and feature engineering
to clean and transform the data into a suitable format. Next,
exploratory data analysis (EDA) and feature selection are
conducted to identify relevant variables and understand
underlying patterns. The refined dataset is then used to train two
models, Random Forest and XGBoost, whose performances are
evaluated and compared using appropriate metrics. Based on
this comparison, XGBoost is selected as the best-performing
model, marking the final stage of the framework.

Table 1: Correlation Analysis of Input Features for Loan Default Prediction

loan_a | int rat | install annual | dti delinq_ | fico range | fico range | open_ | pub r | revol
mnt e ment _inc 2yrs _low _high acc ec bal
loan_amnt | 1.0000 | 0.142 | 0.9530 | 0.3096 | 0.031 | - 0.101131 0.101131 0.185 | - 0.316
00 520 48 54 772 0.00246 576 0.064 | 854
9 804
int_rate 0.1425 | 1.000 | 0.1555 | - 0.146 | 0.04794 | -0.403398 | -0.403395 | - 0.052 | -
20 000 51 0.0715 | 133 8 0.004 | 403 0.028
90 346 487
installment | 0.9530 | 0.155 | 1.0000 | 0.3005 | 0.035 | 0.00685 | 0.050978 0.050977 0.175 | - 0.305
48 551 00 01 558 3 923 0.053 | 357
348
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annual_inc | 0.3096 | - 0.3005 | 1.0000 | - 0.04079 | 0.069828 0.069829 0.134 | - 0.284
54 0.071 | 01 00 0.139 | 2 390 0.004 | 769
590 095 875
dti 0.0317 | 0.146 | 0.0355 | - 1.000 | - -0.060445 | -0.060447 | 0.221 | - 0.108
72 133 58 0.1390 | 000 0.00800 946 0.030 | 287
95 4 772
delinq 2yr | - 0.047 | 0.0068 | 0.0407 | - 1.00000 | -0.174211 | -0.174209 | 0.052 | - -
S 0.0024 | 948 53 92 0.008 | O 532 0.020 | 0.027
69 004 446 810
fico_range | 0.1011 | - 0.0509 | 0.0698 | - - 1.000000 1.000000 0.016 | - 0.025
_low 31 0.403 | 78 28 0.060 | 0.17421 923 0.191 | 355
398 445 1 373
fico_range | 0.1011 | - 0.0509 | 0.0698 | - - 1.000000 1.000000 0.016 | - 0.025
_high 31 0.403 | 77 29 0.060 | 0.17420 921 0.191 | 353
395 447 9 371
open_acc 0.1855 | - 0.1759 | 0.1343 | 0.221 | 0.05253 | 0.016923 0.016921 1.000 | - 0.224
76 0.004 | 23 90 946 2 000 0.017 | 813
346 958
pub_rec - 0.052 | - - - - -0.191373 | -0.191371 - 1.000 | -
0.0648 | 403 0.0533 | 0.0048 | 0.030 | 0.02044 0.017 | 000 0.092
04 48 75 772 6 958 746
revol_bal 0.3168 | - 0.3053 | 0.2847 | 0.108 | - 0.025355 0.025353 0.224 | - 1.000
54 0.028 | 57 69 287 0.02781 813 0.092 | 000
487 0 746

Table 1 reveals several important relationships among the
financial variables used for loan default prediction. A strong
positive correlation exists between loan amount and
installment, indicating redundancy since both represent similar
financial obligations. Additionally, a notable negative
correlation between interest rate and credit score (both low and
high ranges) reflects expected credit risk behavior, where
borrowers with higher credit scores receive lower interest rates.
The perfect correlation between fico range low and
fico_range high suggests multicollinearity, meaning one of
these features should be removed to improve model efficiency.
Other variables such as annual income and revolving balance
show moderate relationships, while features like debt-to-
income ratio and public records exhibit weak correlations.

Correlation Heatmap of Numerical Features

Ioan_amnt«m 0.14 ﬂ 031 003 -000 010 010 019 -0.06 0.32 N

int_rate - 0.14 m 016 -007 015 0.05 mm -0.00 005 -0.03 0.8
installmenlm 0.16 m 030 004 001 005 005 018 -005 031
annual_inc - 0.31 -0.07 030 m <014 004 007 007 013 -0.00 0.28 .
-0.14 m -0.01 -0.06 -0.06 022 -003 O0.11 04
deling_2yrs - -0.00 005 001 004 -0.01 m 005 -002 -0.03

fico_range low - 0.10 REON 005 007 -0.06

S 010 XN 005 o007 - 100 | 1.00 JXA 003 2
fico_range figh - 0.10 REUN 005 007 -0.06 1.00 | 1.00 YN 003
00

dti- 003 015 004

openacc- 019 -0.00 018 013 022 005 002 002 m 002 022
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Figure 2: Correlation Heatmap of Numerical Features

Figure 2 shows the correlation heatmap of the dataset,

highlighting relationships among numerical features. It reveals
a strong positive correlation between loan _amnt and
installment (0.95), while fico_range low and fico_range high
is perfectly correlated (1.00), indicating redundancy. int_rate
has a moderate negative relationship with FICO scores (= -
0.40), meaning better credit scores are linked to lower interest
rates. Most other variables show weak correlations, suggesting
limited linear relationships.

Distribution of Loan Amount

120000 —
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80000 \— M -
1 \

g'SDOOO
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40000 -

20000 -{

5000 10000 15000 20000 25000 30000 35000 40000
Loan Amount

o4

Figure 3: Distribution of Loan Amount Across the Dataset

Figure 3 presents the distribution of loan amounts, illustrating
the frequency and density of loans across different value
ranges. The plot reveals that most loans are concentrated within
the lower to mid-range values, particularly between
approximately 5,000 and 20,000, indicating a higher demand
for moderate loan sizes. The distribution is right-skewed, with
fewer instances of high-value loans extending toward 40,000.
Additionally, the presence of multiple peaks suggests
variability in borrowing patterns, possibly reflecting different
borrower segments or loan categories. Overall, the figure
highlights that smaller and medium-sized loans dominate the
dataset, while larger loans are comparatively less frequent.
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Distribution of Interest Rate by Target Class

Interest Rate

T T
0 1
Target (0: Fully Paid, 1: Default/Charged Off)

Figure 4: Distribution of Interest Rate by Target Class

Figure 4 suggests a positive relationship between higher
interest rates and loan default risk, but with significant overlap
between outcomes. This implies interest rate is an informative
but not decisive predictor of loan performance.

4. RESULTS

The results of this study evaluate the performance of ensemble
learning models for loan default prediction using the
LendingClub dataset. Random Forest and XGBoost models
were implemented and assessed using multiple classification
metrics, including accuracy, precision, recall, F1-score, and
ROC-AUC. While both models achieved similar overall
accuracy, their performance varied significantly in detecting
default cases due to class imbalance. Based on comparative
evaluation, XGBoost was selected as the best-performing
model. To enhance interpretability, SHAP was applied to the
selected model, providing insights into the key factors
influencing loan default predictions. To provide a more
comprehensive assessment of model performance, both
ensemble models were evaluated using class-specific precision,
recall, F1-score, confusion matrices, and ROC-AUC analysis
in addition to overall accuracy. Because the LendingClub
dataset exhibits significant class imbalance, overall accuracy
alone does not adequately reflect the effectiveness of the
models in identifying loan defaults. Consequently, particular
emphasis is placed on the minority (default) class, where recall
and Fl-score provide more meaningful indicators of model
performance. The confusion matrices further illustrate the
distribution of true positives, true negatives, false positives, and
false negatives, while the ROC curves evaluate the
discriminative capability of each classifier across varying
decision thresholds. Finally, SHAP analysis is employed to
explain the contribution of each predictor to the model's
decisions, thereby linking predictive performance with model
interpretability.

Table 2: Performance Evaluation of Random Forest Model

Journal of Advanced Artificial Intelligence
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Table 2, shows that the Random Forest model achieves an
overall accuracy of 79%, indicating reasonable general
performance. However, a deeper inspection reveals a
significant class imbalance issue. The model performs very
well on Class 0 (normal traffic), with high recall (0.97) and F1-
score (0.88), meaning it correctly identifies most normal
instances. In contrast, performance on Class 1 (attack traffic) is
poor, with a very low recall of 0.09 and F1-score of 0.16,
indicating that most attack instances are misclassified as
normal. The AUC value of 0.534 further suggests that the
model has limited discriminative ability. Overall, the model is
biased toward the majority class and is not reliable for detecting
minority class (attack) instances, which is critical in intrusion
detection contexts.

Confusion Matrix for Random Forest

200000
° 175000
£ 209864 5487
g 150000
<
_ 125000
[
C]
3 - 100000
]
2
= - 75000
52600 5413 - 50000

Actual 1

- 25000

-0
Predicted 0 Predicted 1
Predicted Label
Table 5: Confusion Matrix Analysis of Random Forest

Model

Table 5 highlights a strong bias of the Random Forest model
toward predicting the majority class (normal traffic). A large
number of normal instances are correctly classified (True
Negatives = 209,864), with relatively few misclassified as
attacks (False Positives = 5,487). However, the model performs
poorly in detecting attack instances, as evidenced by the very
high number of False Negatives (52,600) compared to True
Positives (5,413). This indicates that most attack samples are
incorrectly labeled as normal, which is a critical limitation for
intrusion detection systems. The imbalance between False
Negatives and True Positives aligns with the previously
observed low recall for Class 1, confirming that the model lacks
sensitivity to malicious activities despite its high overall
accuracy.

Receiver Operating Characteristic (ROC) Curve for Random Forest

.. F1-

Class Precision Recall Score Support
0 0.80 0.97 0.88 215,351
1 0.50 0.09 0.16 58,013
Accuracy - — 0.79 273,364
Macro 0.65 0.53 052 | 273364
Average

Weighted | 0.79 073 | 273364
Average
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Figure 6: ROC Curve Analysis of Random Forest Model
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Figure 6 illustrates the trade-off between the True Positive Rate
(TPR) and False Positive Rate (FPR) for the Random Forest
model across different classification thresholds. The curve lies
moderately above the diagonal baseline, with an Area Under
the Curve (AUC) of 0.69, indicating fair but not strong
discriminative performance. While the model performs better
than random guessing, the relatively low AUC suggests limited
capability in effectively distinguishing between normal and
attack classes. This aligns with earlier results showing poor
detection of the minority (attack) class, confirming that the
model struggles to achieve a balanced classification
performance.

Table 3: Performance Evaluation of XGBoost Model

. Fl1-

Class Precision | Recall Score Support
0 0.80 0.98 0.88 215,351
1 0.56 0.08 0.13 58,013
Accuracy — - 0.79 273,364
Macro 0.68 0.53 051 | 273364
Average

Weighted |, 079 | 072 | 273364
Average

Table 3 illustrates the performance of the XGBoost model,
showing an overall accuracy of 0.79 but a low AUC of 0.53,
indicating weak discriminative capability. The model performs
strongly on Class 0 with high recall (0.98) and F1-score (0.88),
correctly identifying most majority class instances. However, it
performs poorly on Class 1, with a very low recall (0.08) and
F1-score (0.13), failing to detect most minority class cases. The
macro average F1-score of 0.51 further reflects this imbalance,
while the weighted Fl-score of 0.72 is influenced by the
dominance of Class 0. Overall, the figure highlights that the
model is biased toward the majority class and is ineffective for
minority class prediction.

Confusion Matrix for XGBoost
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Figure 7 Confusion matrix of the XGBoost model

Figure 7 shows the confusion matrix of the XGBoost model,
indicating that it predicts the majority class (Class 0) very well,
with a high number of true negatives (211,854) and relatively
few false positives (3,497). However, the model performs
poorly on the minority class (Class 1), as evidenced by the large
number of false negatives (53,628) compared to the small
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number of true positives (4,385). This imbalance demonstrates
that the model is heavily biased toward Class 0, leading to poor
detection of Class 1 instances and confirming its limited
effectiveness for minority class prediction.

Receiver Operating Characteristic (ROC) Curve for XGBoost
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Figure 8: ROC curve of the XGBoost model

Figure 8 presents the ROC curve of the XGBoost model,
illustrating its ability to distinguish between the two classes.
The curve lies above the diagonal baseline, indicating better
performance than random guessing, with an AUC of 0.71,
which reflects moderate discriminative capability. This
suggests that the model has some ability to separate positive
and negative classes, although not strongly. Overall, the figure
indicates that while the model performs reasonably in ranking
predictions, its classification effectiveness especially for the
minority class remains limited.

Model Performance: Accuracy and AUC
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Figure 9: The comparison of model performance shows that
both Random Forest and XGBoost achieve similar accuracy,
with XGBoost slightly higher (0.791) than Random Forest
(0.788). However, both models record low AUC scores (0.534
and 0.530, respectively), indicating poor class discrimination.
This suggests that despite relatively high accuracy, the models
have limited ability to distinguish between classes, likely due
to class imbalance. Although both Random Forest and
XGBoost achieved similar overall accuracy (approximately
79%), the detailed evaluation reveals that both models struggle
to detect the minority default class. XGBoost achieved slightly
better classification performance than Random Forest,
particularly in terms of ROC-AUC and overall ranking ability,
leading to its selection as the final model. Nevertheless, the low
recall values indicate that a considerable proportion of default
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cases remain undetected, highlighting the need for future
incorporation of imbalance-aware learning techniques.

SHAP Summary Plot: Feature Impact on Model Output
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Figure 10: SHAP summary plot of the XGBoost model

Figure 10 illustrates the SHAP summary plot highlighting the
relative importance and impact of each feature on prediction
outcomes. The results show that interest rate and loan amount
are the most influential variables, with higher values
significantly increasing the likelihood of a positive prediction.
Conversely, annual income and FICO score exhibit inverse
effects, where higher values contribute to reduced risk.
Additionally, debt-to-income ratio and revolving balance
moderately drive predictions toward higher risk, while features
such as public records and delinquencies have relatively lower
but occasionally notable impacts.

5. DISCUSSION

The findings of this study provide important insights into the
effectiveness of ensemble learning models for loan default
prediction within fintech environments, particularly when
combined with explainable artificial intelligence techniques.
While both Random Forest and XGBoost demonstrated
comparable overall accuracy, a deeper evaluation reveals
critical limitations and implications for real-world financial
decision-making[28]. A key observation from the results is the
discrepancy between overall accuracy and the model’s ability
to detect the minority class (loan defaults). Both models
achieved accuracy levels of approximately 79%, which might
initially suggest strong predictive performance. However, this
metric is misleading in the presence of class imbalance, as
evidenced by the extremely low recall and F1-scores for the
default class. The models consistently misclassified a large
proportion of default cases as non-default, indicating a strong
bias toward the majority class [29]. This finding aligns with
existing literature, which highlights that accuracy alone is
insufficient for evaluating classification models in imbalanced
financial datasets.

The poor performance in detecting default cases has significant
practical implications. In credit risk assessment, failing to
identify high-risk borrowers (false negatives) can lead to
substantial financial losses for lending institutions. The
confusion matrix analysis further reinforces this concern,
showing a disproportionately high number of false negatives
compared to true positives in both models [30]. This suggests
that, despite their computational sophistication, ensemble
models such as Random Forest and XGBoost are not inherently
immune to class imbalance issues and require additional
strategies such as resampling techniques, cost-sensitive
learning, or anomaly detection approaches to improve minority
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class detection. Interestingly, although XGBoost was selected
as the best-performing model, its advantage over Random
Forest was marginal. While it achieved slightly higher accuracy
and AUC, its recall for the minority class remained critically
low [31]. This indicates that model selection based solely on
marginal improvements in aggregate metrics may not translate
into meaningful real-world performance gains. Instead,
domain-specific priorities such as maximizing recall for default
prediction should guide model optimization and evaluation.

Another important aspect of this study is the integration of
explainable AI through SHAP analysis, which provides
valuable interpretability into the model’s decision-making
process. The SHAP results reveal that variables such as interest
rate and loan amount are the most influential predictors of loan
default. This is consistent with financial theory, as higher
interest rates typically reflect higher perceived risk, and larger
loan amounts increase repayment burden [32]. Conversely,
features such as annual income and FICO score were associated
with reduced default risk, aligning with established credit risk
assessment principles. The interpretability provided by SHAP
enhances the transparency and trustworthiness of the model,
addressing one of the major challenges associated with
complex ensemble methods. By quantifying feature
contributions at both global and local levels, the framework
enables financial institutions to justify lending decisions,
comply with regulatory requirements, and identify key risk
drivers [33]. This is particularly important in fintech
applications, where automated decision systems must remain
explainable and auditable. However, the results also highlight
that interpretability alone does not compensate for poor
predictive performance on critical classes. While SHAP
successfully explains model behavior, it does not inherently
improve classification outcomes [34]. Therefore, explainability
should be viewed as complementary to, rather than a substitute
for, robust model performance. Furthermore, the exploratory
data analysis supports the modeling results by identifying key
relationships among variables. The strong correlation between
loan amount and installment suggests redundancy, while the
perfect correlation between FICO score ranges indicate
multicollinearity. Addressing these issues during preprocessing
likely contributed to improved model stability, although it did
not fully resolve the classification imbalance problem.
Additionally, the observed overlap in interest rate distributions
between default and non-default classes explains why this
feature, although important, is not sufficient as a standalone
predictor.

This study underscores the complexity of loan default
prediction in real-world fintech datasets. While ensemble
learning models offer strong capabilities for capturing
nonlinear relationships, their effectiveness is constrained by
data imbalance and evaluation challenges. The integration of
explainable Al adds significant value by improving
transparency and interpretability, but further methodological
enhancements are necessary to achieve reliable detection of
high-risk borrowers. Future research should focus on
improving minority class prediction through advanced
techniques such as Synthetic Minority Oversampling
Technique (SMOTE), ensemble rebalancing methods, or
hybrid deep learning approaches. Additionally, incorporating
temporal and behavioral data may further enhance predictive
performance. A more comprehensive evaluation framework
that prioritizes recall, precision-recall trade-offs, and cost-
sensitive metrics would also provide a more realistic
assessment of model effectiveness in financial applications. In
conclusion, the proposed framework successfully demonstrates
the potential of combining ensemble learning with explainable
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Al for loan default prediction. However, achieving a balance
between predictive accuracy, minority class sensitivity, and
interpretability remains a critical challenge that must be
addressed for practical deployment in fintech systems.

Although the proposed framework demonstrates promising
performance on the LendingClub dataset, its evaluation is
limited to a single benchmark dataset. Future research will
extend the proposed explainable machine learning framework
to additional publicly available credit risk datasets, including
the German Credit, Home Credit Default Risk, and Give Me
Some Credit datasets, to further assess its robustness and
generalization  capability  across  different  lending
environments. In addition, future studies will investigate
varying class imbalance ratios, alternative preprocessing
strategies, and cross-dataset validation to establish the
scalability and practical applicability of the proposed
framework.

6. CONCLUSION

This study presented an explainable machine learning
framework for predicting loan default in fintech environments
by integrating ensemble learning models with explainable
artificial intelligence techniques. Two widely used ensemble
models, Random Forest and XGBoost, were developed and
evaluated using the LendingClub dataset to assess their
effectiveness in credit risk prediction. The findings revealed
that both models achieved relatively high overall accuracy,
approximately 79%, indicating good general classification
performance. However, a deeper analysis exposed a critical
limitation: both models performed poorly in identifying loan
defaults, which represent the minority class in the dataset. This
was reflected in very low recall and F1-scores for default cases,
demonstrating that many high-risk borrowers were incorrectly
classified as low-risk. These results highlight the inadequacy of
accuracy as a standalone evaluation metric in imbalanced
datasets and emphasize the importance of using more relevant
metrics such as recall and Fl-score for the minority class.
Although XGBoost slightly outperformed Random Forest and
was selected as the final model, the difference in performance
was minimal. Both models showed similar weaknesses in
detecting default cases, suggesting that ensemble methods
alone are not sufficient to address class imbalance challenges
in credit risk modeling. A significant contribution of this study
is the integration of SHAP for model interpretability. The
SHAP analysis provided valuable insights into the key factors
influencing loan default predictions, identifying interest rate
and loan amount as major risk drivers, while higher income and
credit scores reduced default likelihood. This improves
transparency, supports regulatory compliance, and enhances
trust in automated decision-making systems. While the
proposed framework demonstrates the potential of combining
ensemble learning with explainable Al, improving the
detection of high-risk borrowers remains essential. Future
research should focus on advanced imbalance-handling
techniques and more robust evaluation strategies to enhance
real-world applicability.
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