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ABSTRACT

The rapid expansion of Internet of Things (IoT) ecosystems has
intensified the need for intelligent, real-time, and energy-
efficient security mechanisms at the network edge. Traditional
deep learning models, although highly accurate, are
computationally intensive and unsuitable for deployment in
resource-constrained edge environments. This study proposes
a neuromorphic computing framework based on Spiking
Neural Networks (SNNs) for efficient anomaly and intrusion
detection in IoT systems. The model leverages spike-based
temporal encoding to transform continuous network traffic data
into discrete event-driven representations, enabling sparse and
energy-efficient computation. A multi-layer SNN architecture
utilizing leaky integrate-and-fire neurons is developed and
trained using a hybrid learning strategy that combines Spike-
Timing-Dependent  Plasticity and surrogate gradient
optimization. The framework is evaluated using the N-BaloT
dataset, which includes benign traffic and botnet attack classes
such as Mirai and Gafgyt. Experimental results demonstrate
that the proposed model achieves near-perfect classification
performance, with accuracy exceeding 99%, while maintaining
low computational overhead and reduced energy consumption.
The confusion matrix and ROC analysis further confirm strong
discriminative capability across all classes. Despite these
promising results, the study acknowledges limitations related
to dataset specificity and real-world generalizability. Overall,
the findings highlight the potential of neuromorphic computing
as a viable solution for scalable, low-power, and high-
performance edge intelligence in IoT security applications,
paving the way for future deployment in real-world
environments.
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1. INTRODUCTION

The rapid evolution of the Internet of Things (IoT) has led to
the emergence of highly interconnected, data-intensive, and
intelligent cyber-physical ecosystems. Across domains such as
smart cities, industrial control systems, healthcare
infrastructures, and autonomous environments, billions of
heterogeneous  devices  continuously  generate  high-
dimensional and temporally correlated data streams [1]. These
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data streams are inherently dynamic, noisy, and non-stationary,
requiring advanced computational paradigms capable of
extracting meaningful patterns in real time [2]. While this
transformation has significantly enhanced automation and
decision-making capabilities, it has simultaneously expanded
the attack surface of modern networks, exposing loT systems
to increasingly sophisticated cyber threats, particularly large-
scale botnet attacks such as Mirai and Gafgyt. These attacks
exploit device vulnerabilities to orchestrate distributed
malicious activities, thereby necessitating robust, scalable, and
low-latency intrusion detection mechanisms.

From a systems perspective, traditional cloud-centric
computing architectures are becoming progressively
inadequate for handling the scale, velocity, and sensitivity of
IoT-generated data. Although cloud infrastructures provide
substantial computational power, their reliance on centralized
processing introduces inherent limitations, including high
communication latency, bandwidth saturation, and increased
vulnerability to privacy breaches [3]. These constraints are
particularly critical in time-sensitive applications, where
delayed responses can lead to catastrophic consequences.
Consequently, edge computing has emerged as a paradigm shift
that decentralizes computation by relocating intelligence closer
to data sources. By enabling localized processing, edge
computing reduces latency, enhances system responsiveness,
and improves privacy preservation[4]. However, this paradigm
introduces stringent resource constraints, as edge devices are
typically characterized by limited processing capabilities,
restricted memory, and tight energy budgets. Within this
constrained environment, the deployment of conventional
artificial intelligence models presents a fundamental challenge.
State-of-the-art deep learning architectures, including
Convolutional Neural Networks (CNNs) and Recurrent Neural
Networks  (RNNs), have demonstrated exceptional
performance across a wide range of applications [5].
Nevertheless, these models rely heavily on dense matrix
operations, continuous-valued activations, and iterative
gradient-based optimization, all of which contribute to
substantial computational complexity and energy consumption.
Their dependence on synchronous processing and frequent
memory access further exacerbates inefficiencies, particularly
under the von Neumann architecture, where the separation of
memory and computation leads to significant data movement
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overhead. This architectural mismatch renders traditional deep
learning approaches impractical for real-time deployment in
resource-constrained edge environments [6].

In contrast, biological neural systems offer a fundamentally
different and highly efficient model of computation. The
human brain, for example, operates using sparse,
asynchronous, and event-driven communication mechanisms,
achieving remarkable cognitive capabilities at extremely low
power consumption levels. Inspired by these principles,
neuromorphic computing has emerged as a transformative
paradigm that seeks to replicate the structural and functional
characteristics of biological neural systems [7]. Unlike
conventional architectures, neuromorphic systems integrate
memory and computation within distributed processing units,
thereby eliminating the memory bottleneck and enabling highly
parallel, low-power computation [8]. A defining feature of
these systems is their event-driven nature, where computation
is triggered only in response to meaningful input changes,
rather than continuous clock-driven execution. This property
significantly reduces redundant computations and enhances
energy efficiency.

At the core of neuromorphic computing lies the Spiking Neural
Network (SNN), which represents a biologically plausible
extension of traditional neural network models. SNNs differ
fundamentally from second-generation neural networks in that
they process information through discrete spike events
distributed over time [9]. Each neuron accumulates incoming
signals into a membrane potential, governed by temporal
dynamics, and emits a spike when a threshold is reached. This
mechanism introduces inherent sparsity in both spatial and
temporal domains, leading to significantly reduced
computational overhead [10]. More importantly, the temporal
encoding of information allows SNNs to naturally model time-
dependent patterns, making them particularly suitable for
sequential data analysis tasks such as [oT traffic monitoring and
anomaly detection [11], [12].

Despite these advantages, the practical realization of SNN-
based systems is hindered by several non-trivial challenges.
One of the primary limitations arises from the non-
differentiable nature of spike generation functions, which
prevents the direct application of  conventional
backpropagation algorithms [13]. This has led to the
development of alternative learning mechanisms, including
biologically inspired approaches such as Spike-Timing-
Dependent Plasticity (STDP) and computational techniques
such as surrogate gradient learning. While STDP enables
unsupervised adaptation based on temporal spike correlations,
it lacks the scalability and precision required for complex
classification tasks [14]. Conversely, surrogate gradient
methods approximate the non-differentiable spike function
with a smooth surrogate, enabling gradient-based optimization
while maintaining the temporal dynamics of spiking neurons.
However, achieving an optimal balance between biological
plausibility and computational efficiency remains an open
research challenge [15], [16].

Another critical aspect in neuromorphic system design is data
representation. IoT data is inherently continuous and multi-
dimensional, whereas SNNs operate on discrete spike-based
inputs. Bridging this representational gap requires efficient
spike encoding mechanisms that preserve both spatial and
temporal information while minimizing redundancy [17].
Temporal encoding schemes, in particular, have shown
significant promise, as they map input magnitudes to spike
timing, enabling compact and information-rich representations
[18]. Such encoding strategies align well with the
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asynchronous nature of IoT data streams, facilitating efficient
event-driven processing. In addition to algorithmic challenges,
system-level considerations such as scalability, hardware
compatibility, and benchmarking remain key obstacles to
widespread adoption. Although neuromorphic hardware
platforms are rapidly evolving, their integration with
mainstream machine learning workflows is still limited.
Furthermore, the lack of standardized evaluation frameworks
makes it difficult to systematically compare neuromorphic
approaches with traditional deep learning models under
realistic conditions [19]. This gap underscores the need for
comprehensive frameworks that not only demonstrate high
predictive performance but also address practical deployment
constraints, including latency, energy consumption, and
robustness in dynamic environments.

Motivated by these challenges, this research proposes a
comprehensive neuromorphic framework for energy-efficient
anomaly and intrusion detection in IoT systems. The proposed
approach integrates multiple components into a unified
pipeline, including data preprocessing, spike-based temporal
encoding, and a multi-layer Spiking Neural Network
architecture based on leaky integrate-and-fire (LIF) neurons
[20]. The model incorporates a hybrid learning strategy that
combines the temporal sensitivity of Spike-Timing-Dependent
Plasticity with the optimization capabilities of surrogate
gradient methods, thereby enabling effective and scalable
training. The framework is evaluated using the N-BaloT
dataset, a large-scale and realistic benchmark that captures both
benign network behavior and botnet attack patterns, including
Mirai and Gafgyt. The dataset’s high dimensionality, temporal
richness, and realistic attack scenarios make it particularly
suitable for assessing the performance of neuromorphic models
in cybersecurity applications [21], [22]. Furthermore, this study
not only focuses on predictive accuracy but also emphasizes
system-level efficiency by evaluating metrics such as inference
latency and energy consumption, estimated through spike
activity [23]. This dual focus on performance and efficiency
aligns with the core objectives of edge intelligence, where both
accuracy and resource utilization are critical. The experimental
results demonstrate that the proposed framework achieves
near-perfect classification performance while maintaining low
computational overhead, thereby validating the effectiveness of
neuromorphic computing for real-time IoT security
applications [24], [25].

This study presents a deeply integrated neuromorphic
computing framework for energy-efficient edge Al
specifically designed for anomaly and intrusion detection in
IoT environments. By combining temporal spike encoding, a
multi-layer SNN with leaky integrate-and-fire neurons, and a
hybrid learning mechanism based on STDP and surrogate
gradients, the research addresses key challenges in deploying
intelligent models on resource-constrained edge devices. Using
the N-BaloT dataset, the proposed model demonstrates
exceptional classification performance (=99% accuracy)
alongside reduced energy consumption and computational
complexity. The work highlights the effectiveness of event-
driven processing in capturing temporal patterns in network
traffic and establishes SNNs as a scalable and sustainable
alternative to conventional deep learning models. It also
identifies critical limitations related to dataset generalizability
and real-world deployment, thereby providing a foundation for
future research in robust, low-power neuromorphic intelligence
systems.
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2. LITERATURE REVIEW

The growing demand for intelligent, scalable, and energy-
efficient computational systems has driven extensive research
at the intersection of artificial intelligence, Internet of Things
(IoT), and edge computing. As IoT ecosystems continue to
expand, the volume, velocity, and heterogeneity of generated
data have introduced significant challenges for real-time
processing, particularly in security-critical applications such as
anomaly and intrusion detection [26]. This has led to the
exploration of advanced machine learning paradigms capable
of operating effectively under the stringent constraints of edge
environments [27]. Early approaches to [oT intrusion detection
predominantly relied on traditional machine learning
techniques, including decision trees, support vector machines
(SVM), k-nearest neighbors (KNN), and ensemble-based
methods [28]. These models demonstrated moderate success in
detecting known attack patterns by leveraging handcrafted
features derived from network traffic statistics. However, their
performance is often limited by their inability to capture
complex, non-linear relationships and temporal dependencies
inherent in IoT data streams. Moreover, such models typically
require extensive feature engineering and struggle to generalize
effectively in dynamic environments characterized by evolving
attack patterns [29].

The advent of deep learning marked a significant advancement
in this domain, enabling automated feature extraction and
improved classification performance. Convolutional Neural
Networks (CNNs) have been widely applied to spatial feature
learning, while Recurrent Neural Networks (RNNs), including
Long Short-Term Memory (LSTM) networks, have
demonstrated strong capability in modeling temporal
dependencies in sequential data [30]. In IoT security, these
architectures have achieved high detection accuracy,
particularly when applied to large-scale datasets [31].
However, their practical deployment in edge environments
remains constrained by their high computational complexity,
memory requirements, and energy consumption. The reliance
on dense matrix operations and continuous activation functions
further exacerbates these limitations, making them unsuitable
for real-time, low-power applications [32]. To address these
challenges, recent research has shifted toward lightweight and
energy-aware learning frameworks. Techniques such as model
compression, pruning, quantization, and knowledge distillation
have been proposed to reduce the computational footprint of
deep learning models [33]. While these approaches improve
efficiency to some extent, they do not fundamentally address
the architectural inefficiencies associated with continuous-
valued computation and synchronous processing. As a result,
there is a growing interest in alternative computational
paradigms that inherently support low-power, event-driven
processing [34].

Neuromorphic computing has emerged as a promising solution
in this context, drawing inspiration from the structural and
functional principles of biological neural systems. Unlike
conventional von Neumann architectures, neuromorphic
systems integrate memory and computation within distributed
processing units, thereby minimizing data movement and
enabling highly parallel execution [35]. A defining
characteristic of neuromorphic systems is their event-driven
nature, where computation occurs only in response to
significant input changes. This leads to substantial reductions
in energy consumption, making neuromorphic architectures
particularly suitable for edge computing environments [36]. At
the algorithmic level, Spiking Neural Networks (SNNs) have
gained increasing attention as the core computational model for

Journal of Advanced Artificial Intelligence
Volume 2 — No.7, October 2026

neuromorphic systems. As the third generation of neural
networks, SNNs encode information through discrete spike
events over time, introducing both temporal dynamics and
computational sparsity. This enables efficient processing of
time-series data, such as IoT network traffic, which is
inherently asynchronous and temporally correlated. Several
studies have demonstrated the potential of SNNs in
applications including pattern recognition, speech processing,
and anomaly detection [37]. In IoT security, SNN-based
models have shown promising results in detecting network
intrusions with significantly lower energy consumption
compared to traditional deep learning approaches. Despite
these advantages, the training of SNNs remains a major
research challenge [38]. The non-differentiable nature of spike
activation functions prevents the direct application of gradient-
based optimization techniques commonly used in deep
learning. To overcome this limitation, two primary approaches
have been explored in the literature [39]. The first is Spike-
Timing-Dependent Plasticity (STDP), a biologically inspired
learning rule that adjusts synaptic weights based on the
temporal correlation between pre- and post-synaptic spikes.
While STDP enables unsupervised learning and biological
plausibility, it often lacks the precision and scalability required
for complex supervised tasks [40]. The second approach
involves surrogate gradient methods, which approximate the
gradient of the spike function with a smooth, differentiable
function, thereby enabling backpropagation-based training.
Although effective, these methods introduce approximation
errors and require careful tuning to ensure stability and
convergence [41].

Another critical area of research in neuromorphic computing is
spike encoding, which involves converting continuous-valued
input data into spike-based representations suitable for SNN
processing. Various encoding schemes have been proposed,
including rate coding, temporal coding, and population coding
[42]. Among these, temporal encoding has gained prominence
due to its ability to preserve information in spike timing while
maintaining computational efficiency. In the context of IoT
data, temporal encoding is particularly advantageous, as it
aligns with the inherent temporal structure of network traffic
and enables efficient event-driven processing [43]. From a
dataset perspective, the evaluation of intrusion detection
models has been significantly influenced by the availability of
realistic and large-scale benchmark datasets. The N-BaloT
dataset has emerged as one of the most widely used
benchmarks for [oT security research [44]. It contains millions
of instances of network traffic generated from real IoT devices
under both benign and malicious conditions, including botnet
attacks such as Mirai and Gafgyt. The dataset’s rich feature
space, derived from statistical aggregation over multiple time
windows, captures both spatial and temporal characteristics of
network behavior [45]. This makes it particularly suitable for
evaluating models designed for time-dependent anomaly
detection, including SNN-based approaches.

Recent studies utilizing the N-BaloT dataset have reported high
classification accuracy using both deep learning and
neuromorphic models. However, many of these studies are
limited to simulation-based evaluations and do not fully
address real-world deployment challenges such as scalability,
latency, and robustness to unseen attack patterns [46].
Additionally, there is a lack of standardized benchmarking
frameworks that enable fair comparison between different
models under consistent experimental conditions [47]. This gap
highlights the need for comprehensive evaluation
methodologies that consider both predictive performance and
system-level efficiency. Furthermore, while existing research
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has demonstrated the potential of SNNs for energy-efficient
computation, there remains a significant gap in the integration
of multiple components such as preprocessing, encoding,
learning mechanisms, and evaluation into a unified, end-to-end
framework tailored for loT edge environments. Many studies
focus on isolated aspects of the problem, without addressing
the broader system-level considerations required for practical
deployment [48].

The literature reveals a clear progression from traditional
machine learning to deep learning and, more recently, to
neuromorphic computing as a response to the growing demands
of ToT and edge intelligence. While conventional and deep
learning models achieve high accuracy, their computational
and energy inefficiencies limit their applicability in resource-
constrained  environments. Neuromorphic  computing,
particularly through Spiking Neural Networks, offers a
fundamentally different and more efficient approach by
leveraging event-driven, sparse, and temporally dynamic
computation. However, challenges related to training
complexity, data encoding, benchmarking, and real-world
deployment remain significant. This research addresses these
gaps by proposing an integrated neuromorphic framework that
combines efficient spike encoding, hybrid learning
mechanisms, and comprehensive evaluation, thereby
advancing the state-of-the-art in energy-efficient IoT intrusion
detection systems.

3. METHODOLOGY

3.1 System Overview

This study proposes a neuromorphic computing framework for
energy-efficient anomaly and intrusion detection in IoT
environments. The system is designed as an end-to-end
pipeline optimized for deployment in resource-constrained
edge devices, where computational efficiency, low latency, and
minimal energy consumption are critical. The framework
consists of four sequential stages: data acquisition and
preprocessing, spike-based encoding, Spiking Neural Network
(SNN) processing, and classification output. Unlike
conventional deep learning systems that rely on continuous-
valued computation, the proposed approach employs event-
driven processing, where computation is triggered only by
spike events. This significantly reduces redundant operations
and enables sparse, energy-efficient inference.

3.2 Dataset Description and Data
Acquisition

The study uses the N-BaloT dataset, a large-scale benchmark
for IoT intrusion detection containing real network traffic from
nine IoT devices under both normal and botnet conditions
(Mirai and Gafgyt). A subset was used to form a three-class
classification problem consisting of benign, mirai_attack, and
gafgyt attack, with a total 0£207,284 samples described by 115
statistical features extracted over multiple time windows. The
dataset was split into 80% training and 20% testing while
maintaining class distribution, resulting in a realistic imbalance
scenario where attack traffic dominates benign traffic,
supporting robust evaluation of the proposed model.

3.3 Data Preprocessing and Feature
Engineering

The data preprocessing and feature engineering stage ensures
consistency, stability, and suitability of the dataset for model
training. First, class labels were extracted from filenames and
converted into numerical form (0, 1, 2) using LabelEncoder.
Next, MinMaxScaler was applied to normalize all features into
the range [0, 1], improving uniformity and supporting stable
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spike-based encoding. The dataset was then split into training
and testing sets using an 80:20 ratio with a fixed random seed
for reproducibility. In addition, data cleaning procedures were
applied to handle missing values and minor inconsistencies.
Overall, these steps prepare the dataset for -efficient
neuromorphic processing and reliable temporal feature
representation.

3.4 Spike-Based Temporal Encoding

A key aspect of the proposed framework is the conversion of
continuous features into spike-based representations suitable
for neuromorphic processing. Each normalized feature vector
is encoded into a spike train over 20 discrete time steps (T =
20), where higher feature values trigger earlier spikes while
lower values result in delayed or no spikes. A probabilistic
encoding scheme is also introduced, where spike generation
likelihood at each time step is proportional to feature
magnitude, adding controlled stochasticity that improves
robustness to noise and input variability. This temporal
encoding preserves essential feature information while
producing sparse, efficient representations well-suited for
event-driven SNN computation.

3.5 Spiking Neural Network Architecture
The computational core of the proposed framework is a multi-
layer Spiking Neural Network built using Leaky Integrate-and-
Fire (LIF) neurons. Each neuron updates its membrane
potential over time by integrating incoming spikes while
gradually leaking charge. When the membrane potential
exceeds a defined threshold, a spike is generated and the
potential is reset. The architecture includes an input layer that
receives spike-encoded features, a hidden layer with 128 LIF
neurons for feature extraction, and an output layer
corresponding to the three classes. Two stacked LIF layers
enable hierarchical learning of spatiotemporal patterns,
allowing the model to effectively capture both short-term and
long-term dependencies in loT traffic data.

3.6 Learning Mechanism, Optimization,

and Training Configuration

The model uses a hybrid learning approach combining STDP
for unsupervised temporal learning and surrogate gradient
methods for supervised training of the non-differentiable
spiking  functions.  Training is  performed using
CrossEntropyLoss with the Adam optimizer over 20 epochs
and batch processing for efficiency. This setup ensures stable
convergence, efficient optimization, and effective learning of
temporal patterns in [oT traffic.

3.7 Evaluation Metrics

The performance of the proposed framework is evaluated using
both classification and system-level metrics. For classification
performance, standard metrics including Accuracy, Precision,
Recall, and Fl-score are employed to assess the model’s
effectiveness in correctly identifying benign and attack traffic.
In addition, system-level efficiency is evaluated through energy
consumption, estimated based on spike activity within the
Spiking Neural Networks (SNN). Due to the event-driven
nature of SNNs, computational cost is directly proportional to
the number of spike events generated during inference.
Consequently, spike activity serves as a reliable proxy for
energy efficiency, where fewer spikes correspond to reduced
computational overhead and lower energy consumption.
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1. loT Network Traffic Acquisition
¥
2. Data Preprocessing & Normalization
¥
3. Spike Train Encoding
¥
4. SNN Processing Layers
¥
5. Spike Output Aggregation
¥
6. Traffic Classification (Benign / Attack)
¥
7. Spike Output Aggregation
¥
8. Traffic Classification (Benign / Attack) ]
R 2

[ 9. Performance Evaluation ]

Figure 1: System Workflow of the Proposed SNN-Based loT
Intrusion Detection Framework Figure 1 presents the workflow
of the proposed Spiking Neural Networks (SNN)-based IoT
intrusion detection system, where network traffic is
preprocessed, encoded into spike trains, and passed through
SNN layers for spatiotemporal feature learning, followed by
classification into benign or attack classes and performance
evaluation.
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Figure 2: PCA-Based Visualization of Class Distribution
in Network Traffic Data

Figure 2 shows a PCA-based 2D projection of the dataset,
where high-dimensional features are compressed into two main
components. The visualization reveals a clear separation
between benign and attack samples (mirai_attack and
gafgyt_attack), forming distinct clusters with limited overlap.
This indicates that the transformed features retain strong
discriminatory information, making the underlying data
structure easily distinguishable.
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Table 1: Architectural Summary of the Hybrid ANN-SNN
Model with LIF-Based Temporal Processing.

Laver Type Output Trainable
y yp Shape Parameters
Fully
1 Connected 128 14,848
(Linear)
Fully
2 Connected 128 14,848
(Linear)
Leaky
Integrate-
3 and-Fire 128 0
(LIF) Neuron
Fully
4 Connected 3 387
(Linear)
Fully
5 Connected 3 387
(Linear)
Leaky
Integrate-
6 and-Fire 203 0
(LIF) Neuron
Total 30,470
Metric Value
Total Parameters 30,470
Trainable Parameters 30,470
Non-trainable Parameters 0
Input Memory Size 0.01 MB
Forward/Backward Pass 0.02 MB
Memory
Parameter Memory Size 0.12 MB
Esnma.ted Total Memory 0.15 MB
Footprint

Table 1 presents a compact Spiking Neural Network with linear
synapses and LIF neurons that process inputs over 20-time
steps to produce spike-based outputs for three classes. The
model has 30,470 trainable parameters and a 0.15 MB memory
footprint, highlighting its efficiency for time-dependent, low-
power intelligent systems.

3.8 Mathematical Formulation of the SNN

Model
Input Spike Encoding

Let the IoT network traffic feature vector be:

X = [xq, X2, o) X ]
The continuous input is converted into spike trains using a rate
or temporal encoding function:

_ 1, 1fxl > Bl(t)
Si(6) = {O, otherwise
where:
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S;(t) is the spike of neuron i at time t
6; is a dynamic or fixed threshold

Alternatively (rate coding):
/11' — Xi — Xmin
Xmax — Xmin
PSi=1)=4
Membrane Potential Dynamics (LIF Model)

Each neuron follows the Leaky Integrate-and-Fire (LIF) model:

avi(t
de—i) ==Vi(t) + ZWU‘ S;i()
J

Discrete form:
Vi) = aVi(t — 1) + Z W S;()
Jj
where:
V;(t) is the membrane potential
a = e~At/™m is the decay factor
w;; are synaptic weights
Spike Generation Function

A spike is generated when the membrane potential crosses a
threshold:

oy L Vi) 2 Vi
Si(t) = {0, otherwise
After firing:

[/I.(t) < Vreset
Output Layer Decision Function

For classification into K classes:

T
Y = Z S ()
t=1

y = argmax(yy)
Loss Function (Surrogate Gradient Learning)

Final prediction:

Because spikes are non-differentiable, a surrogate gradient is
used:

L= yirlog®i)
k=1
Surrogate gradient approximation:

as ,

v ~0a'(V="Vwn)
where ¢ is a smooth function (e.g., sigmoid).
Energy Consumption Model

Energy is approximated using spike activity:
E Z S, (©)
it

fewer spikes — lower energy consumption

Thus:

sparse activation — higher efficiency
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4. RESULTS

This section evaluates the proposed SNN-based IoT intrusion
detection model in terms of accuracy and efficiency. The model
shows fast and stable convergence, with training loss rapidly
decreasing and accuracy surpassing 99%. On the test set, it
achieves about 99.7% accuracy, indicating strong capability in
distinguishing benign and attack traffic. Class-wise results
(Benign, Mirai, Gafgyt) show consistently high precision,
recall, and F1-scores, with near-perfect macro and weighted
averages, even under class imbalance. The confusion matrix
confirms minimal misclassification, with strong diagonal
dominance and very little confusion between classes. ROC and
precision—recall curves further show near-perfect separability,
with AUC wvalues close to 1.0, demonstrating robust
performance across thresholds. In addition, the spike-based
design improves computational efficiency, achieving low
latency and reduced energy use, making the model suitable for
real-time IoT edge deployment.

Table 2: Performance Summary of the Spiking Neural
Network Classifier

.. Fl1-
Class Precision Recall Score Support
Benign 0.99 1.00 0.99 9,419
Gafgyt
Attack 1.00 0.99 1.00 10,562
Mirai
Attack 1.00 1.00 1.00 21,476
Overall 1.00 41,457
Accuracy
Macro 1.00 1.00 1.00 | 41,457
Average
Weighted | 1.00 100 | 41,457
Average

Table 2 demonstrates that the proposed Spiking Neural
Network (SNN) achieved excellent classification performance
across all three traffic categories. The benign class obtained
precision, recall, and F1-score values close to 1.00, indicating
that legitimate network traffic was accurately distinguished
from malicious activities with very few false alarms. Similarly,
the Mirai and Gafgyt attack classes recorded consistently high
precision and recall values, demonstrating the capability of the
proposed model to recognize different botnet behaviours with
minimal confusion.The overall classification accuracy of
approximately 99.7% confirms that the hybrid spike-based
learning strategy effectively captures both spatial and temporal
characteristics of IoT network traffic. Furthermore, the near-
identical macro-average and weighted-average scores indicate
that the classifier is not biased toward the majority class despite
the inherent class imbalance present in the N-BaloT dataset.
These findings demonstrate that the proposed neuromorphic
framework provides stable and reliable intrusion detection
performance suitable for real-time edge deployment.
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Figure 3: Confusion Matrix of Classification Results

Figure 3 illustrates the confusion matrix obtained from the
proposed SNN classifier. Most samples are correctly classified
along the principal diagonal, indicating excellent
discrimination between benign traffic and botnet attacks. Only
a negligible number of samples are incorrectly classified,
suggesting that the temporal spike encoding preserves
sufficient discriminatory information for reliable classification.
The confusion between Mirai and Gafgyt attacks is extremely
limited, indicating that the network successfully learns subtle
behavioural differences between the two attack families rather
than merely distinguishing malicious from benign traffic. This
high level of class separation is particularly important for
practical intrusion detection systems because different attack
categories often require different mitigation strategies.
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Figure 4 presents the Receiver Operating Characteristic (ROC)
curves for the three traffic categories. The ROC curves remain
close to the upper-left corner of the graph, indicating excellent
sensitivity and specificity across different classification
thresholds. The corresponding Area Under the Curve (AUC)
values are approximately 1.00 for all classes, demonstrating
outstanding separability between benign and malicious traffic.
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High AUC values indicate that the proposed model maintains
excellent detection performance even when decision thresholds
are varied, making it suitable for deployment in practical IoT
environments where threshold adjustment may be necessary to
balance false alarms and missed detections.
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Figure 5: Training Loss Over Epochs

As illustrated in Figure 5, the training loss decreases rapidly
during the initial epochs before gradually converging toward
zero. The steep decline observed during the early training stage
indicates efficient optimization of network parameters through
the surrogate gradient learning algorithm. After approximately
the tenth epoch, the loss stabilizes, suggesting that the network
has successfully learned representative spike-based features
without exhibiting unstable oscillations. The smooth
convergence behavior demonstrates the effectiveness of
combining temporal spike encoding with hybrid learning
mechanisms, resulting in stable optimization despite the non-
differentiable nature of spiking neurons.
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Figure 6: Training Accuracy Over Epochs

Figure 6 shows that the training accuracy increases rapidly
during the early learning stages and reaches nearly 100% after
only a few epochs. This behavior demonstrates that the
proposed SNN efficiently extracts discriminative temporal
representations from the encoded spike trains. Although the
training accuracy approaches perfection, the corresponding
evaluation metrics on the testing dataset indicate that the model
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maintains strong generalization performance rather than simply
memorizing the training data. The combination of temporal
encoding, sparse spike activity, and surrogate gradient
optimization contributes to robust feature learning and stable
convergence
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Figure 7: Precision—Recall Curve for Multi-Class
Classification

Figure 7 presents the precision—recall curves for each traffic
category. All curves remain close to the upper-right corner,
indicating that high precision is maintained alongside high
recall across a wide range of thresholds. This result
demonstrates that the classifier effectively minimizes both false
positives and false negatives. In cybersecurity applications,
precision—recall analysis is particularly valuable because
intrusion datasets are often highly imbalanced. The consistently
high area under the precision—recall curves confirms that the
proposed SNN remains reliable even under skewed class
distributions commonly encountered in IoT environments.

Table 3. Comparison with Existing IoT Intrusion
Detection Methods

Accuracy Energy
Method Dataset %) Efficiont
Decision N-BaloT | 94.2 No
Tree
Random N-BaloT | 97.1 No
Forest
CNN N-BaloT 98.5 No
LSTM N-BaloT 98.9 No
CNN-LSTM | N-BaloT 99.2 Partial
Proposed
SNN N-BaloT 99.7 Yes

Table 3 compares the proposed SNN with representative
machine learning and deep learning approaches reported for
IoT intrusion detection. Traditional machine learning
algorithms generally achieve satisfactory detection accuracy
but require handcrafted feature engineering and are not
optimized for energy-efficient inference. Deep learning models
such as CNNs and LSTMs provide higher detection
performance but incur substantial computational and memory
costs due to dense matrix operations. The proposed SNN
achieves competitive classification performance while
simultaneously providing event-driven computation that
significantly reduces computational activity and energy
consumption. These characteristics make the proposed
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framework particularly suitable for deployment on resource-
constrained edge devices where both detection accuracy and
energy efficiency are critical.

5. 5. Discussion

The results obtained in this study provide strong evidence that
the proposed neuromorphic Spiking Neural Network (SNN)
framework is both a high-performing and resource-efficient
solution for IoT intrusion detection. However, beyond the
numerical performance, the findings also carry important
implications regarding representational learning, optimization
dynamics, and the suitability of neuromorphic paradigms for
edge intelligence [49]. A central outcome is the rapid
convergence and near-zero training loss, which reflects more
than optimization efficiency; it suggests that the surrogate-
gradient-based learning strategy effectively mitigates the non-
differentiability problem that traditionally limits SNN training.
This stability indicates that the spike-based temporal encoding
is not merely a biologically inspired abstraction, but a
functionally expressive representation capable of capturing the
underlying structure of [oT traffic sequences. In this sense, the
model demonstrates that event-driven computation can achieve
parity with conventional deep learning methods while
maintaining a fundamentally different computational
paradigm.

The exceptionally high classification performance (<99.7%)
across all attack categories further reinforces this observation.
Rather than relying solely on static feature transformations, the
model leverages temporal spike dynamics to encode sequential
dependencies inherent in network traffic flows. This is
particularly significant in IoT environments, where malicious
behavior often manifests as subtle temporal irregularities rather
than isolated feature anomalies [50]. The consistent
performance across Benign, Mirai, and Gafgyt classes indicates
that the learned representations are both discriminative and
robust, even under class imbalance conditions. Importantly, the
balanced macro and weighted metrics suggest that the model
avoids majority-class bias, which is a common limitation in
conventional supervised learning approaches applied to
cybersecurity datasets. From a decision-theoretic perspective,
the near-perfect ROC and precision—recall characteristics
(AUC = 1.0) indicate that the model maintains high separability
across a wide range of classification thresholds [51]. This is
particularly relevant in intrusion detection systems, where
threshold sensitivity directly impacts operational trade-offs
between false positives (alert fatigue) and false negatives
(missed attacks). The observed stability across thresholds
implies that the learned decision boundaries are not narrowly
optimized but are instead well-regularized in the feature space
induced by spike encoding [52].

The confusion matrix analysis provides additional insight into
the internal discriminative structure of the model. The minimal
confusion between attack classes such as Mirai and Gafgyt
suggests that the network is capturing fine-grained behavioral
differences in traffic patterns rather than learning coarse-
grained anomaly signatures [53]. This is an important
distinction, as many traditional machine learning approaches
tend to collapse diverse attack behaviors into a single
anomalous category, limiting forensic interpretability. In
contrast, the proposed SNN preserves inter-class structure,
which is valuable for both detection and post-incident analysis.
Perhaps the most significant contribution of the proposed
framework lies in its computational efficiency [54]. The event-
driven nature of SNNs ensures that computation is only
triggered by spike events, resulting in inherently sparse
activation patterns [55]. This sparsity translates directly into

22


https://jaaionline.org/

reduced energy consumption and lower inference latency, both
of which are critical constraints in IoT edge environments.
Unlike conventional deep neural networks that require
continuous matrix operations regardless of input dynamics, the
proposed model exhibits adaptive computation, were resource
usage scales with input activity [56]. This represents a
fundamental shift from fixed-cost to input-dependent
computation, aligning closely with the operational constraints
of distributed IoT systems.

However, while the results are highly promising, several
methodological and practical considerations must be
acknowledged. First, the reported near-perfect performance
raises questions regarding dataset complexity and potential
distributional limitations. Many IoT intrusion datasets exhibit
structural regularities that may not fully capture the diversity of
real-world attack vectors. Consequently, although the model
demonstrates strong generalization within the evaluated
dataset, its robustness under domain shift conditions remains
an open question. Second, while spike activity is used as a
proxy for energy consumption, a more rigorous evaluation
using neuromorphic hardware (e.g., Loihi-class architectures)
would provide a more accurate assessment of true energy
efficiency and deployment feasibility The findings suggest that
neuromorphic SNNs are not only competitive with
conventional deep learning models in terms of predictive
accuracy but also offer a fundamentally more efficient
computational paradigm for edge intelligence. The
combination of temporal spike encoding, hybrid learning
dynamics, and sparse event-driven execution positions the
proposed framework as a strong candidate for next-generation
IoT security systems. Nonetheless, future work should
prioritize cross-dataset validation, adversarial robustness
testing, and hardware-level deployment to fully establish the
practical scalability of the approach in real-world cyber-
physical environments.

6. CONCLUSION

This study proposed a neuromorphic Spiking Neural Network
(SNN) framework for IoT intrusion detection, designed to
achieve high detection accuracy while maintaining low
computational cost. The model achieved near-perfect
performance (=99.7% accuracy), with consistently strong
precision, recall, and Fl-scores across all classes,
demonstrating effective discrimination between benign traffic
and multiple attack types. Beyond classification performance,
the framework demonstrated clear energy efficiency
advantages due to its event-driven spike-based computation,
which reduces unnecessary processing and inference latency.
This makes it well-suited for deployment in resource-
constrained IoT edge environments. The findings confirm that
SNN-based approaches provide a promising alternative to
conventional deep learning methods in cybersecurity
applications by combining strong predictive capability with
computational efficiency. Future work will focus on evaluating
the model under more diverse and adversarial datasets, as well
as implementing it on neuromorphic hardware to validate real-
world performance.
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  K


    y  k =   ∑  t = 1  T    S  k ( t )


    y ^ = arg  max  k ∈ K (   y  k )


  ℒ = −   ∑  k = 1  K    y  k  t r u e log (     y ^  k )


    ∂ S  ∂ V ≈   𝜎 ′ ( V −   V  t h )


  𝜎


  E ∝   ∑  i , t ​    S  i ( t )


  →


  →

